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Redundancy and Computational Efficiency in
Cartesian Genetic Programming
Julian F. Miller and Stephen L. Smith

Abstract—The graph-based Cartesian genetic programming
system has an unusual genotype representation with a number
of advantageous properties. It has a form of redundancy whose
role has received little attention in the published literature. The
representation has genes that can be activated or deactivated by
mutation operators during evolution. It has been demonstrated
that this “junk” has a useful role and is very beneficial in evolutionary search. The results presented demonstrate the role of
mutation and genotype length in the evolvability of the representation. It is found that the most evolvable representations occur
when the genotype is extremely large and in which over 95% of
the genes are inactive.
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Index Terms—Cartesian genetic programming (CGP), code
bloat, genetic programming, graph-based representations, introns.

I. INTRODUCTION

T

HERE HAS been considerable interest in the role of redundancy and representation in genetic programming. In
this paper, we discuss the properties of the graph-based genetic programming system called Cartesian genetic programming (CGP). This is a representation of programs in which functions are linked by connections, and the genotype is represented
in the form of a list of integers. It has an unusual form of redundancy, in which genes may be switched on or off, under the control of evolution. The evolutionary algorithm usually employed
in CGP is designed to exploit a process of genetic drift, which
has proved to be very effective in a number of studies.
The aim of this paper is to investigate and discuss the characteristics and properties of the genotype representation used in
CGP and, in particular, the role of redundancy and its utility in
evolutionary search. Results are presented that show unexpectedly high levels of redundancy are notably beneficial to evolutionary search. We also discover empirically that the phenotype
length at the end of an evolutionary run has a clear relationship
to the genotype length.
II. CGP

A. CGP

represent the functions and connections between graph nodes
and program inputs and outputs. This gives it great generality
so that it can represent neural networks, programs, circuits, and
many other computational structures. Although, in general, it is
capable of representing directed multigraphs, it has, so far, only
been used to represent directed acyclic graphs. It has a number
of features that are distinctive compared with other forms of genetic programming. Foremost among these is that the genotype
can encode a nonconnected graph (one in which it is not possible to walk between all pairs of nodes by following directed
links). Note that it always encodes at least one connected subgraph. Since disconnected subgraphs can be altered in any way
without altering the semantic meaning of the connected graph,
there is clearly a many-to-one genotype–phenotype mapping to
produce the graph (or program) that is evaluated. The genetic
material that is not utilized in the phenotype (that encodes the
disconnected subgraphs) is analogous to junk DNA. As we will
see, mutations will allow the activation of this redundant code
or deactivation of it. Another feature is the ease with which it is
able to handle problems involving multiple outputs. Graphs are
attractive representations for programs as they are more compact than the more usual tree representation since subgraphs can
be used more than once.
CGP has been applied to a growing number of domains and
problems: digital circuit design [33], [34], digital filter design
[31], image processing [48], [70], artificial life [45], bio-inspired developmental models [36]–[38], evolutionary art [3],
and molecular docking [12], [13]. It has been adopted within
new evolutionary techniques such as cell-based optimization
[44] and social programming [55]. In addition, a more powerful
form of CGP with the equivalent of automatically defined functions has recently begun to be developed [56].
In its original formulation, CGP was represented as a directed
Cartesian grid of nodes in which nodes were arranged in layers
(rows), and it was necessary to specify the number of nodes in
each row and the number of columns [29]. The nodes in each
column were not allowed to be connected together (rather like
a multilayer perceptron neural network). In addition, an additional parameter was introduced called level-back, which is defined as how many columns back a node in a particular column
could connect to. The program inputs were arranged in an “input
layer” on the left of the array of nodes. This is shown in Fig. 1.
It is important to note that in many implementations of CGP,
is set to one. In this case, the number of
the number of rows
columns
becomes the maximum allowed number of nodes
(user defined). Also, the parameter levels-back can be chosen
to be any integer from one (in which case, nodes can only connect to the previous layer) to the maximum number of nodes (in

CGP [32] is a graph-based form of genetic programming. It
was developed from a representation that was used for the evolution of digital circuits [29], [30]. In certain respects, it is similar
to the graph-based technique PDGP [42]. In essence, it is characterized by its encoding of a graph as a string of integers that
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Fig. 1. General form of Cartesian Program for n-input m-output function.
There are three user-defined parameters: number of rows (r ), number of
columns (c), and levels-back. Each node has a set of C connection genes
(according to arity of function) and single function gene F , which defines
function of node from a lookup table of available functions. On far left are seen
program inputs or terminals, and on far right program output connections O .

inputs. It is impossible for graphs to have undefined inputs as all
node connections are chosen from possible connections on the
left and the program inputs are the leftmost points.
In Fig. 2, a genotype is shown as well as how it is decoded
(an even four-parity circuit). Although each node must have a
function and a set of inputs for that function, the output of a
node does not have to be used by the inputs of later nodes. This
is shown in Fig. 2, where the outputs of nodes 8, 11, and 13
are not used (shown in gray). These genes are inactive (or temporarily junk) and have a neutral effect on genotype fitness. It
should be observed that, although a particular genotype may
have a number of such redundant nodes, they cannot be regarded
as noncoding genes since, during evolution, mutation may alter
genes “downstream” (i.e., on the right) of their position and
cause them to be activated and code for something in the phenotype. Similarly, formerly active genes can be deactivated by
mutation. This is somewhat akin to the gene switching behavior
in real DNA, except that, in that case, genes are switched on and
off during the process of translation (i.e., temporally).
Often in the literature, noncoding genes are referred to as introns and coding genes as exons. It is important to note that in
CGP introns can exist in the phenotype, in addition to the genotype. Introns in the phenotype occur when the output of nodes is
not affected by changes in connected material (e.g., if the node
in question multiplies by zero, an expression defined by connected material). This is the usual form of introns that occurs
in tree-based GP. Thus, in CGP, it would be more exact to refer
to two types of introns: those that occur in the genotype which
might be termed -introns and those in the phenotype, -introns.
Most GP representations do not have the possibility of -introns,
so the role of this remains neglected. Its role is considered further in Section III. It is well known that genes in real DNA can
be active or inactive (and in fact this changes during the reading
of DNA in genetic regulatory networks). There are also many
sources of redundancy in the natural genetic code. Kimura was
one of the first to realize that this redundancy leads to genetic
drift in the evolution of biological organisms [16].
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which case a node can connect to any previous node). It should
also be noted that the output genes can be dispensed with by
choosing the program outputs to be taken from the rightmost
consecutive nodes (when only one row is used). In this paper,
we report having only used one row and set the levels-back to
be equal to the number of columns. We also took the program
output from the rightmost node.
The Cartesian genotype is a string of integers

Fig. 2. Cartesian genotype and corresponding phenotype for even four-parity
program. Functions f -f refer to Boolean operations AND, NAND, OR, and NOR,
respectively.

where
denotes the points that the inputs of the node are conalways
nected to. Note that in CGP node 0 described by
has an output label that is one more than the number of program
inputs (in Fig. 1 shown as ). Each node also has a function
chosen from a list of available functions (defined by the user). It
also has output genes , which denote the points where the
program outputs are taken from. Sometimes it happens that
the node functions in the function list have different arities. Usually, this is handled by setting the node arity to be the maximum
arity that appears in the function list. Nodes with functions that
require fewer inputs than the maximum ignore the extra inputs.
If the graphs encoded by the Cartesian genotype are directed,
are restricted so that
then the range of allowed alleles for
nodes can only have their inputs connected to either program
inputs or nodes from a previous (left) column. The decoding of
the genotype always begins from the rightmost genes. Function
values are chosen from the set of available functions. Generally, a single evolutionary operator is used, point mutation. In
this, a percentage of genes of the number of genes in the genotype are chosen randomly, and alleles are altered to another randomly chosen value (including itself), provided it conforms to
the above restrictions.
It should be noted that genotypes are initialized at random so
it is possible (though very unlikely) that the program could have
only a single node. This could happen if, by chance, the output
was taken from a node that was only connected to the program
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B. Evolutionary Algorithm
The evolutionary algorithm used in this paper is a form of
evolutionary strategy [47], where
, i.e., one parent
with four offspring (population size five). Denote the fitness of
. Let denote the parent genotype which
a genotype as
be the
is mutated times to generate offspring . Let
. This
new parent that is selected from the population
is found using the selection procedure

choose lowest

arguments have focused on the crossover operator, though there
is no clear reason why these theories might not be similarly applied to mutation operators. There has been work done that suggests that subtree crossover is particularly at fault and mutation
to a smaller extent [2].
Much work has focused on the intron view of bloat. Introns
are extraneous pieces of code that do not contribute to program
fitness. One approach to alleviate the intron problem has been to
deliberately insert introns, i.e., insert explicitly defined introns
[40]. In register machine code GP [4], [39], this can have the
effect of automatically suppressing the growth of implicit introns. Recently, however, work has been done that suggests that
program growth is not caused by intron growth, but rather intron growth is a consequence of program growth. The program
growth is linked to the implicit bias in tree-based GP toward
deep crossover points because disruption to subtrees near to the
program root are likely to be deleterious [26]. This fits with the
findings in [28], which showed that throughout the evolutionary
run, the nodes closest to the root hardly ever change from those
in the initial population. Possibly, the most general argument
advanced is that “fitness causes bloat,” which asserts that program bloat occurs largely because there are many more larger
programs with higher fitness, so the small initial programs drift
in this direction [19]–[23].
However, Soule and Heckendorn have found that when
crossover adds large branches, it creates offspring with fitness
that is independent of the size of the added branch [52]. This
does not support the fitness drift theory. Their results support
the view that removal bias is the most important factor.
Banzhaf and Langdon presented a very general analysis of the
causes of bloat in GP and concluded that if any length unbiased
operator is applied that satisfies the relation that the length of
the effective (active) code of an individual is solely dependent
on the proportion of effective code in the individual, then code
growth is inevitable [6]. This result is independent of the fitness
landscape, the type of evolutionary operators, and the representation of programs. Their analysis does not apply to CGP because all CGP genotypes are bounded.
The presence of implicit introns in genetic programming is
almost universally regarded as bad, yet some researchers have
argued that the spread of introns can actually be beneficial in
that they provide a natural kind of code compression [6]. It
was partly to alleviate the drawbacks of implicit introns that
they introduced explicitly defined introns. Other findings have
shown that, with genetic algorithms, noncoding regions can actually improve the performance [11], [24], [57]. However, recent studies of tree-based GP systems have been less successful,
and it seems that suppressing certain types of implicit introns is
more beneficial to search [49]. Another study has indicated that
introns can improve performance, but only with the imposition
of a parsimony function [9].
One of the interesting and advantageous properties of CGP
has been the lack of bloat in the phenotype (it cannot occur in
the genotype because it is bounded). To date, no work on CGP
has required any action to deal with bloat. However, interestingly, a recent development of CGP (called embedded CGP),
that allows a variable length genotype, does exhibit bloat [56].
In this paper, results will be presented in Section III that show
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The second condition in the above algorithm is extremely important. It is used when there are no offspring better than the
parent, but there exists at least one that has the same fitness. In
this case, the offspring is chosen as the new parent, and it is responsible for genetic drift; generally, the genotype has a large
number of inactive genes, and the action of mutation causes
many genotypes to decode to exactly the same phenotype and
have identical fitness. The constant genetic change in genotypes
of the same fitness has been shown to be a main reason for the
algorithm’s efficiency at solving problems [13], [54], [58], [59].
Although the use of crossover is not ruled out, most implementations of CGP only use point mutation because, as yet, a
suitable crossover operator has not been devised. It is very difficult to recombine graphs from two parents in such a way that
the offspring inherit characteristics from their parents.
When Cartesian genotypes are initialized, one finds that many
of the nodes are inactive. In many CGP implementations, on
various problems, it is often found that the number of inactive
nodes changes little during evolution. This is supported by our
results (see Section III-B). In the next section, we make clear the
differences between the genotype–phenotype mapping in CGP
and that used in GP. We review published work on bloat in treebased GP and contrast it with the lack of observed bloat in CGP.
C. Bloat in Tree-Based GP Systems

The problem of the rapid growth of programs produced by
genetic programming is very well known and is generally referred to as program bloat [1], [2], [8], [18], [20], [21], [26],
[27], [41], [43], [50], [51], [52], [53]. Unfortunately, this growth
in program size is almost always due to the growth of pieces
of subcode that have little or no semantic effect. Various ideas
have been proposed to explain this phenomenon. Originally, it
was thought to be caused by hitchhiking [53], a process wherby
inactive code was propagated by crossover, by virtue of being
attached to fitter parents. Another theory was that bloat arose
because it provides a protection from the deleterious effects
of crossover by increasing the number of crossover points that
have no semantic effect on an individual [8], [23], [27], [41].
Another argument put forward was that of removal bias [50],
[51]. This suggested that there was a natural bias toward large
subtree growth because removal of the whole redundant subtree would be disruptive, while enlarging the inoperative inflated
code would not change the fitness of the program. Many of the
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that bloat is not observed in CGP even when enormous genotypes are allowed. In an earlier investigation, Miller examined
this phenomenon in CGP and found it to be intimately connected
with the presence of genes that can be activated or deactivated
[35]. He argued that when the fitness of genotypes is high, it
becomes more likely that equally good genotypes will be favorably selected, especially when there are enormous numbers of
genotypically different, but phenotypically identical, solutions,
as is the case in CGP. In tree-based GP models, most equally
good phenotypes differ from one another in useless (bloated)
code sections, and they will be strongly selected for when the average population fitness is high. This, unfortunately, propagates
the spread of such useless code but paradoxically compresses
the useful code [41]. On the other hand, in CGP, the increased
proportion of genetically different but phenotypically identical
code is able to exist without harm (i.e., it does not even have to
be processed as it is not in the phenotype).
D. Neutrality and Its Relationship to Evolvability

a full analysis of the reasons that underlie this effectiveness lies
outside the compass of this paper and will form a later study.
III. EXPERIMENTAL INVESTIGATION OF EVOLVABILITY
CGP WITH RESPECT TO MUTATION PROBABILITIES
AND GENOTYPE LENGTHS

OF
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In many studies it has been argued that genotypic redundancy
leading to fitness neutrality can lead to enhanced evolvability
[5], [7], [10], [11], [14], [15]. However, recent studies have
questioned this. Knowles and Watson examined some of the
redundant mappings investigated by Ebner et al. [10] and
concluded that their supposed evolvability could be produced
without redundancy and higher mutation probabilities [17].
Other recent studies have focused on the utility of redundant
genotype–phenotype mappings that possess local causality.
Rothlauf and Goldberg define a synonymous redundant genotype–phenotype mapping as one in which small gene changes
lead to small changes in the phenotype and, consequently, a
small change in fitness [46]. They argue that for nondeceptive problems synonymous redundant encodings should be
preferred. However, on deceptive problems, nonsynonymous
redundant mappings in which small gene changes might lead
to large phenotypic changes should perform better. This is
because the increased randomness in the search allows a greater
ability to escape from suboptima. The genotype–phenotype
mapping used in CGP is clearly nonsynonymous according
to this definition, as a single gene change could deactivate
one phenotype and activate a completely different phenotype
that had previously been dormant in the genotype. Our results
concur with Rothlauf and Goldberg’s observations, as we show
that high-computational efficiency can be obtained using the
genotype–phenotype mapping employed in CGP (see also
[30]). We feel that the discrepancy in our findings, compared
with the mappings studied in [10] and those considered by
Watson and Knowles [17], relates to the type of redundancy
that is present in CGP since, in the mappings they studied, they
were representations in which all the genes code for phenotypic
traits (as opposed to inactive genes in CGP that are simply not
read in the genotype-to-phenotype mapping process). In fact,
the evidence we assemble later in this paper shows that the
genotype–phenotype mapping employed in CGP is at its most
effective with extraordinary levels of redundancy (95% of the
genes, on average, being redundant). We feel that the unique nature of redundancy in CGP has not been appreciated. However,

TABLE I
COMPUTATIONAL EFFORT FOR VARIOUS MUTATION PROBABILITIES AND
GENOTYPE SIZES FOR EVEN-THREE PARITY PROBLEM USING GATES AND, OR,
NAND, NOR (EACH DATA ENTRY CORRESPONDS TO 100 EVOLUTIONARY RUNS)

A. Experimental Details

The term evolvability is related to how many different phenotypes can be reached by mutating genotypes with the same
phenotype. However, it is generally taken to be empirically determined by the number of genotypes that have to be evaluated in order to obtain a particular level of fitness [1]. Experiments have been performed to investigate the relationship between evolvability of Cartesian genotypes and genotype length
and mutation probability. Note the genotype lengths set the maximum phenotype (program) lengths. Two problems were considered: even-three parity and the two-bit multiplier. The former
Boolean function outputs a one if an even number of its inputs is
one; otherwise, it outputs zero. The primitive function set used
with even-three parity was {AND, OR, NAND, NOR}. It is well
known that evolving a correct even-three parity function is difficult using this function set [18]. The latter is the two-bit multiplier [29], [30], [33], [34]. The two-bit multiplier has four binary inputs and four binary outputs. It calculates the product of
two two-bit binary numbers. The primitive functions used for
the two-bit multiplier problems was also the set of primitives
{AND, OR, NAND, NOR}. To measure the difficulty of evolving
these functions, we have used minimum computational effort.
This was a measure suggested by Koza [18]. It is the minimum
number of genotype evaluations required to give a 0.99 probability of success in an evolutionary run. To calculate it, we carried out 100 evolutionary runs for a range of mutation probabilities and genotype lengths.
B. Results
In Tables I and II, we list the minimum computational efforts
found for both problems.
The computational effort figure in Table II, corresponding to
a genotype length of 4000 nodes mutation probability
was actually calculated at a mutation probability of 0.075. The
reason for this is that the figure for 0.01 is much higher than
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TABLE II
COMPUTATIONAL EFFORT FOR VARIOUS MUTATION PROBABILITIES AND
GENOTYPE SIZES FOR TWO-BIT MULTIPLIER PROBLEM USING GATES AND, OR,
NAND, NOR (EACH DATA ENTRY CORRESPONDS TO 100 EVOLUTIONARY RUNS).
FIGURE MARKED * WAS OBTAINED AT MUTATION PROBABILITY OF 0.075.
FIGURE AT MUTATION PROBABILITY OF 0.01 WAS 39 376
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Fig. 5. Minimum computational effort for all mutation probabilities versus
genotype length (in nodes) for even-three parity with gate set {AND, OR, NAND,
NOR}. Graph shows clearly that computational effort drops consistently with
increasing genotype length.

Fig. 3. Computational effort as function of genotype size (x axis, in nodes)
versus mutation probability. Lowest computational efforts are seen at high
lengths and low mutation probabilities (even-three parity).

Fig. 4. Computational effort as function of genotype size (x axis, in nodes)
versus mutation rate. Lowest computational efforts are seen at high lengths and
low mutation rates (two-bit multiplier).

expected, and it was apparent that a lower range of mutation was
required to accurately assess minimum computational effort, for
such large genotypes. In this paper, we are trying to observe the
minimum computational effort across all mutation probabilities,
so we thought it fairer to include the term at mutation probability

Fig. 6. Minimum computational effort for all mutation probabilities versus
genotype length (in nodes) for two-bit multiplier with gate set {AND, OR, NAND,
NOR}. Graph shows clearly that computational effort drops consistently with
increasing genotype length.

of 0.075. In Figs. 3 and 4, contour plots are given for each table
to aid the interpretation of the results. It is very clear from both
plots that computational effort is at a minimum for the largest
genotypes and small mutation probabilities. It was surprising to
the authors that these enormously large genotypes were the most
evolvable.
In Figs. 5 and 6, we have also plotted the minimum computational effort for all mutation probabilities for each genotype
length. This shows a consistent trend of decreasing effort as the
genotype length is increased.
In Fig. 7, we plot the average final phenotype length for
all mutation probabilities against the genotype length for the
two-bit multiplier problem. We have fitted the data to a polynomial and found that it fits very closely to the curve

We have no explanation for this relation and intend to carry
out further analysis to discover its origin. We suspect that it
may be explained from a mathematical analysis of average
phenotype lengths from random samples of the given genotype
lengths.
In Table III, we present the average phenotype length for
the initial population (randomly generated) and the percentage
phenotype length change at the end of the evolutionary run
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Fig. 7. Average phenotype length at end of an evolutionary run for all mutation
probabilities versus genotype length (in nodes) for two-bit multiplier with gate
set {AND, OR, NAND, NOR}. Solid line indicates an excellent fit to data and is
given by formula above.

the genotype. In CGP, the genotype is fixed and operators can
change the length of the phenotype (i.e., mutation). However,
as shown here, this does not, in practice, tend to increase the
phenotype length; instead, it remains almost constant.
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TABLE III
AVERAGE PHENOTYPE LENGTH OF RANDOMLY GENERATED INITIAL
POPULATIONS OF GENOTYPES AND GENOTYPES AT CONCLUSION OF
EVOLUTIONARY RUN (WITH 0.01 MUTATION PROBABILITY) FOR TWO-BIT
MULTIPLIER WITH GATE SET {AND, OR, NAND, NOR}. FIGURES MARKED *
ARE STATISTICALLY SIGNIFICANT

Fig. 8. Average proportion of active nodes in genotype at conclusion of
evolutionary run for all mutation probabilities versus genotype length (in
nodes) for two-bit multiplier with gate set {AND, OR, NAND, NOR}. Genotypes
of length 4000 consist of 5% active nodes and 95% inactive. Note that
computational effort is least when most of genotype is inactive.

IV. CONCLUSION

In this paper, we have discussed characteristics of the genotype and phenotype representation in CGP and the unexpected
benefits of its redundancy to evolutionary search. The best performance was found to employ extremely high levels of redundancy. Detailed further study is required to ascertain how the
redundancy is utilized and interacts during evolution to assist
problem solving.
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of 4000 generations (with mutation probability 0.01) for the
two-bit multiplier problem. There is a consistent statistically
significant increase in length for modest genotype lengths (up
to 90 nodes), but it becomes negligible for greater lengths.
In Fig. 8, we plot the proportion of the genotype the phenotype occupies (at the end of the evolutionary runs, for all mutation probabilities). We see that it is a sharply deceasing function.
With genotype lengths of 4000 nodes, the average phenotype is
less than 5% of the total! This means that the evolutionary algorithm performs best when almost all the genotype is on average,
inactive. This substantially supports findings of other studies of
CGP [13], [54], [58], [59] that show that highly neutral search
is effective.
Another aspect illustrated by these results is the lack of bloat
even when the allowed length of the code is enormous, thus
giving plenty of space for phenotypes to expand. We feel this
strengthens the view that bloat in other forms of GP is, at least
partly, caused by having operators that can change the length of
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